
① LREC 2026

② SIGDIAL 2026

Common Ground Across Perspec0ves
Annota&ng Personal Interpreta&ons and Evalua&ng VLMs in Asymmetric Dialogue

Nan Li Albert Gatt     Massimo Poesio Utrecht University, Utrecht, the Netherlands

THE QUESTION

When two interlocutors appear to use the same expression, do they 
actually interpret it in the same way?

One expression, two interpretations. Each interpretation is conditioned by the 
participant’s private task information.

PART 1  ·  LREC 2026
A perspec(vist annota(on resource for HCRC MapTask
Record both participants’ interpretations for every reference expression in a map 
navigation task.

PART 2  ·  SIGDIAL 2026
A vision-language model evalua(on
Can VLMs distinguish what could be shared from what has been established through 
grounding?

“Go to the parked van.”  Two parked vans on the giver’s map vs. one on the follower’s. The follower’s “Alright” 
signals grounding — without the spatial description “to the bottom”, both would have gone on believing they 
meant the same van — a misalignment that could otherwise remain undetected.
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THE GAP

Why the exis1ng annota1on cannot capture it

Original MapTask IDs are name-based.
“upper parked van”  vs  “lower parked van”
SAME id but different places, different referents

“cliffs”  vs  “sandstone cliffs”
DIFFERENT ids for the same cross-map landmark

What we need instead: each participant’s personal 
interpretation — recorded the speaker’s intended and the 
addressee’s interpreted landmarks separately.

DERIVATION

Three understanding states

Aligned  72.1%   n = 9,435
Both ground the expression to the same landmark.

Pending  26.0%   n = 3,403
Still under way, or someone signaled trouble.

Misunderstood  1.8%   n = 239
Both believe reference succeeded, but ground to different landmarks.

Raw misunderstanding rate is 7.07%. Most of it is lexical variants —
“old mill” vs “mill wheel”. After unifying 10 cross-map lexical-variant 
pairs that denote the same location, misunderstanding falls from 
7.07% to 1.82%.

SCHEME  ·  LANDMARK ID

Perspec1vist landmark IDs

m0_parked_van#1@g
map pair · landmark name · instance (0 = lower) · map side (g / f)

Fixes both defects. The multiplicity twins get distinct 
IDs; lexical variants can be explicitly unified where 
participants treat them as one place.
Every RE gets two interpretation slots: speaker →
intended landmark, addressee → interpreted landmark.
The two slots represent participant-relative 
interpretations, rather than competing labels for 
a single referent.

PIPELINE & RELIABILITY

Scaling it, and verifying it

GPT-5, Batch API · JSON-schema-enforced output; 
context from the dialogue start to the end of the current 
transaction; all landmarks on both maps as candidates.

Referring Expressions

13,077
Of 504 Manually Verified REs, Accuracy

94.4%

SCHEME  ·  ATTRIBUTE RESOLUTION

Five aGributes, one decision cascade

1   is_quantificational Is this an existence query?
2   is_specified Any uptake at all?
3   is_accommodated   Did the signal get through?
4   is_grounded Linked to a concrete landmark?
5   is_imagined Projected from the description?
Each step is evaluated only if the previous one succeeded —
which also works as a built-in chain-of-thought scaffold when 
the task is handed to a language model.

THE HAZARD

Rare — but not randomly distributed

Multiplicity cases make up 7.3% of REs but account for 48.1% of 
misunderstandings.
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DESIGN

Two variables, fully crossed

Qwen3-VL-8B runs the full grid; four further VLMs run the 
four primary map conditions across all four windows.

FINDING 1

Maps help — by pushing the model toward YES

Qwen3-VL-8B at startT. The gold aligned rate is .721 — the yes-rate alone is not the test; the direction of the recall trade-off 
is. Five open VLMs: Qwen3-VL 2B / 4B / 8B and Gemma-3 4B / 12B; decoding is constrained to a single YES / NO token.

MACRO-F1

.591 → .671
RECALL · ALIGNED

.590 → .822
RECALL · NOT ALIGNED

.677 → .518
YES-RATE

.515 → .727

FINDING 2

The bias travels with content, not channel
GENERALITY

Model-dependent — scale does not fix it
WHERE IT COSTS

The aggregate gain is paid for by pending cases

Aligned   n = 9,435 +23.2 pp   .590 → .822
Pending   n = 3,403 −16.8 pp   p < 10⁻⁶
Misunderstood   n = 239 −1.7 pp   n.s.  p = .724
Confidently wrong where it matters. ECE on gold YES falls 
.263 → .094 with both maps, but on gold NO it rises .235 → .403 
— and .524 with the follower’s map alone. The class gap widens 
from .028 to .463.

ECE = weighted mean of |accuracy − confidence| per probability 
bin; lower is better calibrated.
Confidence := exp(logprob) of the single YES / NO token.

What we find.  The model over-weights scene evidence — map cues about co-present landmarks and possible referents, i.e. what could be shared — and under-weights dialogue evidence 
— recognition, confirmation and repair, i.e. what has been grounded. Map content in either channel pushes it toward YES; the cost lands on pending cases (−16.8 pp), where it is confidently 
wrong. Potential referential overlap is read as established common ground.
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